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Abstract: Node mobility in a vehicular network is strongly affected by driving behaviour, such as the choice of route. Although
various route choice models have been studied in the transportation community, the effects of preferred routes on vehicular
networks have not been discussed much in the networking literature. In this work, we set out to understand the effects of
different parameters, such as route choice, traffic lights and the locations of road-side units, on the formation of vehicle
clusters. We also show how the dynamics of vehicle clusters change over time using real-world vehicle trace data.
Furthermore, inspired by the observation that the existence of vehicle clusters provides an opportunity to share Internet
bandwidth among neighbouring cars, we propose an architecture that allows a car to utilise the unused Internet links of
neighbouring nodes by stripping the data across multiple paths through its neighbours. We design a protocol, called
enhancements for transmission control protocol (TCP) on a multi-homed environment (ETOM), to improve the performance
of TCP in such an architecture without the need to modify the end points. We evaluate the performance of ETOM by
comparing it with the concurrent multi-path transfer stream control transmission protocol (SCTP), and show that it can
achieve similar or better performance.
1 Introduction

It is important to use a realistic mobility model so that the
results from any simulation correctly reflect the real-world
performance of a vehicular ad hoc networks (VANETs), as
shown in some prior studies [1]. Node mobility in a
vehicular network is strongly affected by driver behaviour,
which can change road traffic at different levels. Driver
preferences in path and destination selection can further
affect the overall network topology. It has been shown that
drivers tend to use certain routes for their daily routines [2],
and one survey found that only 15.5% of commuters did
not always choose the exact same route to work each day.
Once a commuter has settled on a habitual route, the route
choice strategies they deploy might descend to a
subconscious level, unless there are external factors (e.g.
accidents or traffic jams) that bring the choice of route back
to the conscious level [3]. Furthermore, some commuters
might select their routes based on the suggestions of a
travel guidance system, such as variable message signs.
Once a commuter has had a positive experience with using
a travel guidance system, they might increase their reliance
on such advice the next time they travel [4]. Although most
current navigation systems use the shortest path to the
destination for selecting routes, some commuters use faster
paths instead of shorter ones to avoid congestion and reduce
travel time. Research also showed that path selection may
change on a temporal basis [5]. For example, when driving
in the evening commuters usually have more flexibility in
selecting alternate routes than when they go to work in the
morning.
In this paper, we set out to understand the effects of

preferred route and other parameters, such as traffic lights
and the location of road-side units (RSUs), on vehicular
network simulations, and how they result in clustering. We
consider an application scenario in which we assume cars
are equipped with sensors and can collect road information.
Some RSUs are deployed so that cars can push their sensor
data online via the help of these, which we assume are
connected to servers on the Internet. In other words, each
car can upload its sensor data to the Internet when it
encounters an RSU. We also assume that the sensor data
can be sent to a distant RSU if there exists a multi-hop path
between it and the source.
Some prior work [6] showed that traffic lights can lead to

clustering at intersections, and thus affect network
connectivity. In this work, we further consider the interaction
between traffic lights and the destination selection models on
the formation of vehicle clusters. We also show that the
average cluster coefficient can vary significantly during the
day, based on a large real-world vehicle trace data.
Finally, inspired by the observation of that the existence of

vehicle clusters can provide an opportunity to share Internet
bandwidth among neighbouring cars, we briefly discuss an
architecture that allows a VANET node to utilise the
Internet links (e.g. unused third generation (3G) bandwidth)
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Fig. 1 Bandwidth sharing over a multi-homing network
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of neighbouring nodes to upload the sensor data. We utilise
multi-homing techniques to achieve this idea. As shown in
Fig. 1, our architecture consists of mobile node (i.e. car),
home agent (HA), and corresponding node (CN). We
consider two types of cars: a sink and helper. The sink and
helper can form a wireless ad hoc network using their local
network connectivity (e.g. WiFi or dedicated short-range
communications (DSRC)), whereas HA and CN are located
somewhere on the Internet. Packets from the sink are
stripped across the access links of helpers. When a helper
receives the data from the sink, the packets are forwarded to
the HA via its access link (e.g. 3G). Packets from multiple
helpers are reassembled at the HA and then forwarded to
the CN (i.e. the destination) once they are in order.
The rest of the paper is structured as follows. We illustrate

the effects of preferred routes on the performance of VANET
simulations in Section 4. In Section 5, we discuss the
interaction between the route choice and other parameters in
the VANET simulations. We propose a bandwidth sharing
architecture through the use of multi-homing in Section
6. In Section 7, we describe possible performance issues
with regard to sending TCP in such an environment. We
then present a protocol named enhancements for TCP on a
multi-homed network (ETOM) for resolving these issues in
Section 8, and evaluate its performance in Section 9.

2 Related work

2.1 Effects of mobility models

The level of detail in the mobility model may have a critical
effect on the fidelity, and thus the usefulness, of the resulting
network simulations. Zhang et al. [7] used vehicle traces
taken from the UMass DieselNet project [8] to study the
effects of different mobility models on the performance of
disruption-tolerant networks. They showed that a
finer-grained route-level model of inter-contact times is able
to predict performance much more accurately than a
coarser-grained all-bus-pairs aggregated model, which
suggests caution should be taken in choosing the right level
of detail when modelling vehicle mobility.

2.2 Route choice models

Many different route choice models have been proposed. For
example, Dia and Panwai [9] used fuzzy logic to model the
impact of a traveller information system on route choices.
Liu and Huang [10] investigated day-to-day route paths and
2
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modelled them with the logit-based stochastic user
equilibrium state. In addition, Shenpei and Xinping [11]
discussed how route choices are affected by signal split,
whereas Zhao and Li [12] proposed a route choice model
that considers the factors of human memory and traffic
information. Guo et al. [13] proposed a path choice model
based on game theory, and assumed that drivers use traffic
information to select their alternate routes. Dingus et al. [14]
discussed how route choices are affected by human factors
such as efficiency (e.g. fastest route against shortest route),
problem avoidance (e.g. safer routes) and road conditions (e.
g. number of traffic lights). They showed that a shortest path
is not necessarily the driver’s first choice when selecting
routes, and that very often commuters use faster paths to
avoid congestion and reduce travel time [15]. Finally, Tawfik
et al. [16] showed that drivers’ perceptions are significantly
different from their actual experiences, and their choices can
be better explained by the former rather than the latter.

2.3 Effects of router choice

Although there are a larger number of works that model driving
behaviour in the transportation literature, there are only a few
studies in the networking literature that describe the impact
of driving behaviour on vehicular network simulations. For
example, Viriyasitavat et al. [17] provided an analysis of
how traffic lights affect network topology and connectivity.
Dressler and Sommer [18] evaluated various route choice
strategies and showed their impact on average speed,
although they did not consider the effect of route choice on
the performance of network communication. To address
these gaps in the literature, the current work examines the
effects of different destination selection models on practical
ITS applications, such as traffic monitoring.

2.4 TCP over multiple paths

TCP multi-home options [19] was proposed in the internet
engineering task force (IETF) Internet draft to enable
multi-homing in TCP by modifying the TCP stack and
appending the necessary options into the TCP header.
Multiple care-of addresses registration (MCoA) [20] is an
extension of the mobile IPv6 protocol, and is compatible
with network mobility (NEMO). MCoA allows a mobile
node to register multiple care-of addresses, and the node
can thus use multiple interfaces in foreign networks. The
binding identification number is then used to distinguish
between multiple bindings pertaining to the same home
IET Intell. Transp. Syst., pp. 1–11
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address. Several Internet drafts [21] have described the
definitions and requirements for IPv4 and IPv6
multi-homing. To allow an explicit definition of policy,
these proposed a few implementation suggestions for
interface selection at the end host. In addition, they
identified some interface selection problems and focused on
connection-level scheduling.
Furthermore, while several transport-layer protocols have

been proposed to aggregate end-to-end traffic over multiple
paths, they share a common drawback in that they are not
compatible with regular TCP and require the modification
of end hosts. pTCP [22] consists of two components: the
stripper connection manager (SM) and TCP-virtual. SM is
used to strip the raw data traffic of a connection into
multiple paths at the end point, whereas TCP-virtual
handles per-path functionalities, and processes isolated
transmission control for multiple micro-flows. Phatak et al.
[23] proposed a mechanism to aggregate the bandwidth of
multiple IP paths through multiple interfaces using IP-in-IP
tunnelling, in which a packet sending algorithm was
introduced to fully utilise the available network resources.
Concurrent multi-path transfer SCTP (CMT-SCTP) [24]
uses the CMT algorithm to achieve efficient parallel transfer
of SCTP. The CMT algorithm has the following functions:
preventing unnecessarily fast retransmissions, avoiding
reductions in congestion window (cwnd) updates, and
curbing increases in acknowledgment (ACK) traffic.
However, all these approaches require changes to the
network stack at the end hosts, which is impractical for
real-world deployment.
Multi-path TCP [25] has been proposed as a routing

protocol to dynamically route TCP traffic through multiple
paths, using assistance from the router to retrieve the
information needed to decide which path to route the traffic
through. A data distribution scheme, called arrival-time
matching load-balancing (ATLB) [26], has been proposed
for multi-path TCP communication, with the aim of solving
the problem of out-of-order delivery in a multi-path
environment. It calculates the data arrival time for each
path, and then schedules the packets in order to achieve
in-order data delivery at the receiver. Unlike ETOM,
Multi-path TCP and ATLB were not designed with a
multi-homed environment in mind, and do not aim to use
multiple links simultaneously to improve TCP performance.
Finally, some recent work, such as spread [27], utilised

forward error correction (FEC) to send redundant packets
over multiple paths in order to reduce the bit error rate.
Although we do not consider the use of FEC in this work
because of space limitations, introducing redundancy into
the scheduling of ETOM may improve its performance.
Fig. 2 Cumulative distribution function of prediction success ratio
3 Simulation environment

To understand the effects of route choice on vehicular
network simulations, we use MOVE [28] to simulate
various driving behaviours. MOVE runs on top of an
open-source micro-traffic simulator called SUMO [29], and
allows users to simulate road dynamics on the fly by
utilising the traffic control interface [30]. More details about
MOVE can be found in our prior work [31]. MOVE also
supports modelling obstacles on roads by allowing users to
specify the shape of the obstacle and the related penetration
loss. We use Cramer’s rule [32] to check if there is an
obstacle between the sender and the receiver, and adjust the
radio signal attenuation based on the obstacle’s penetration
IET Intell. Transp. Syst., pp. 1–11
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loss. The roads in our simulations have two lanes and are
bi-directional. Each simulation runs for 2000 s and the
maximum radio transmission range is 250 m. We enable
carrier sense multiple access with collision avoidance
(CSMA/CA) in our simulations and use the TwoRayGround
model to simulate the radio propagation. All nodes employ
802.11 MAC operating at 2 Mbps.

4 Preferred route

Mobility models play an important role in VANET
simulations, and driving behaviours could strongly affect
these. Since a truly realistic simulation is very challenging
to produce, as human behaviour and unexpected events are
difficult, if not impossible, to model, simulation designers
need to understand what level of detail is appropriate to the
research questions they are examining.
A route chosen by the driver is usually based on his/her

personal perceptions, experiences, preferences and so on.
Path selection decisions could have an effect on road
congestion and vehicle clustering. In addition, such
decisions are often quite dynamic and unpredictable. For
example, in the real world, a driver normally has to decide
which way to move at an intersection, choosing to go
straight, turn left or turn right. To demonstrate that it is
important to model turning decisions at intersections, we
ran a simple experiment using MOVE, which allows users
to define the turning probability for different directions at
each intersection (e.g. a probability of 0.5 to turn left, 0.3 to
go straight and 0.2 to turn right). In other words, users can
set different turning probabilities at each intersection,
according to different requirements, such as avoiding road
congestion. Note that while some previous research [33]
presumed that the turning of vehicles at intersections is
predicable, we find that this is not necessarily true, based
on our observations of large-scale vehicle trace data [34].
More specifically, we find that the predictability of turning
decisions could vary significantly for different intersections.
In our experiment, we first select six intersections from four
weeks of Shanghai taxi trace data [34]. These six
intersections are chosen because over time they have a
higher car density than the other intersections. We
implement a Markov-based mobility predictor [35] and use
the first week’s data as the training data. The remaining
data are used as the testing data to evaluate the success rate
of predicting the turning direction of a vehicle. As shown in
Fig. 2, while some intersections (such as Intersection 2)
3
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Fig. 4 Forwarding delay when epidemic forwarding is employed
(RSU is located at the bottom of the map)
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might have a high prediction rate, predictability for the other
intersections (such as Intersection 1) could be low (the
predictability for half the cars is < 70%).
In this section, we aim to demonstrate the importance of

modelling preferred routes. For simplicity, we assume that
the network is reasonably dense and ad hoc on-demand
distance vehicle routing (AODV) is used as the underlying
routing protocol for forwarding packets from the sender to
the receiver. In our simulations, we consider the packet
delivery ratio (PDR) of a network, defined as ‘PDR =
packets received by all receivers/packets sent by all
senders’. As described previously, drivers tend to exhibit a
bias in their destination selection [2], and thus some
locations are likely to be visited more often than others.
Different destination selection patterns will result in
different network topologies and levels of connectivity. To
simplify the discussion, let us assume that the selection of
destinations follows a certain probability distribution. Here,
we consider three different probability distributions: pareto,
exponential and uniform.
When the selection of destinations follows a uniform

distribution, this suggests that the probability of a car
visiting any location on the map is uniformly distributed.
On the other hand, when the selection of destinations
follows a pareto distribution, it implies that some locations
are visited much more often than others (e.g. in the
following experiment, we set the locations in the bottom
part of the map to have a higher probability to be chosen as
the destination). To understand the effects of destination
selection, we setup a simulation using a 4 × 4 grid map with
100 cars. The length of the road segment is 400 m. As
shown in Fig. 3a, in the pareto distribution scenario, we let
cars have higher visited probability in the bottom part of
the map. In the uniform distribution scenario, nodes tend to
cross the centre of the map with a relatively high frequency
Fig. 3 Effect of different distributions of destination selection

a Snapshots for three distributions
b Average clustering coefficient
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because of the shortest path from the source location to the
destination location. When the pareto distribution is
employed, a large percentage of total nodes concentrate at
the bottom part of the map, as shown in Fig. 3b.
However, this is not unexpected, as when more cars select

the same destination (e.g. when students select their school),
the chance that some road segments in the selected paths to
the destination overlap will become higher. More
overlapping road segments suggest a higher node density,
shorter inter-car distance and a lower moving speed, which
typically leads to a better network connectivity.
Next, we consider the effect of destination selection on the

network protocol. Many different forwarding techniques have
been proposed for data dissemination on a vehicular network,
and this work considers the epidemic [36], probability-based
[37] and distance-based [38] forwarding protocols. In our
application scenario, we assume that some cars want to
send some sensing data (e.g. traffic or road information) to
an RSU, which is located in the centre of the map. All the
protocols we consider use the concept of
store-carry-forward to manage the intermittent connectivity
between nodes. The number of nodes in our simulations is
50, from which we randomly select a number of cars as the
sources (note that we also tried other node densities, and
the results were similar).
We find that when the source vehicles select their

destinations following the uniform distribution, nodes tend
to cross the centre of the map with a relatively high
frequency, a phenomenon previously observed in the
random waypoint mobility model [39]. On the other hand,
if the RSU is moved from the centre to the bottom of the
map, we then obtain an opposite result, as shown in Fig. 4,
in which the shortest forwarding delay is obtained when the
pareto distribution is used to model destination selection.
This is due to the fact that, in our simulations, when nodes
choose their destinations following a pareto distribution, the
bottom part of the map will have a higher node density, as
described previously.
5 Discussion

Selecting an appropriate level of detail for the mobility model
used in VANET simulations is a challenging task. Unrealistic
mobility models can produce misleading or incorrect results.
On the other hand, adding details requires more time to
IET Intell. Transp. Syst., pp. 1–11
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implement and debug the system. In this section, we discuss
the interaction between the route choice and other parameters
in VANET simulations, such as traffic lights and travel time.
As shown in our prior work [6], traffic lights can create

clustering effects at intersections and affect network
connectivity. Intuitively, when the inter-cluster distance is
larger than the radio range, the probability of link breakages
may increase as the number of clusters rises, as shown in
Fig. 5a. Here, we define a cluster as a group of nodes that
can find at least one multipath route to each other. We find
that this observation is applicable to all three destination
selection models we test in this work, as shown in Fig. 5b.
The results for cases without traffic lights are generally
Fig. 5 Effects of different parameters on VANET simulations

a Effect of the number of clusters on the packet delivery ratio
b Effect of traffic lights on the destination selection models
c Effect of the RSU density on RSUs/traffic lights in different destination
selection models.

IET Intell. Transp. Syst., pp. 1–11
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better than when traffic lights are simulated. Note that,
when the vehicles select destinations following the pareto
distribution, the results are similar whether we simulate
traffic lights or not. This is not surprising although, since
cars are clustered with or without the traffic lights when
their mobility follows a pareto distribution. In addition,
people tend to put RSUs on traffic lights for practical
reasons. For the traffic monitoring application discussed in
the previous section, we observe that as we put more and
more RSUs in the simulation, the effects of the destination
selection models become less and less significant. As
shown in Fig. 5c, as the number of extra RSUs (as
compared with the original case, when there was only one
Fig. 6 Distribution of encounter probability for bus and taxi data

a Average clustering coefficient
b Relationship between node density and the number of encounters (bus)
c Relationship between node density and the number of encounters (taxi)

5
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RSU at the centre of map) becomes > 8, the results for the
three destination selection models are similar.
Furthermore, some prior research showed that preferred

route selection may change on a temporal basis [5]. For
example, when driving in the evening commuters usually
have more flexibility in selecting alternate routes than when
they drive to work in the morning. We observe a similar
phenomenon in our vehicle trace data. As shown in Fig. 6a,
the average cluster coefficient varies significantly during the
day. Buses tend to have a higher clustering coefficient,
because some popular routes are usually served by several
buses at the same time for practical reasons. We also find
that the probability of encountering other cars is highly
correlated with the number of nodes in the network (here,
we only consider cars that are continuously moving), and
exhibits a diurnal pattern over time. As shown in Figs. 6b
and c, the probability of encountering other vehicles tends
to be lower at noon and in the evening.
6 Bandwidth sharing in a cluster via
multi-homing

Today, 80% of the world’s population have mobile phones,
and there are more than one billion smartphones in the
world, with the latter now being the most common kind of
portable computing device. Given the popularity of
smartphones, it is clear that they have significant potential
for use as a gateway to upload vehicular network sensor
data to the Internet. Given that vehicles tend to cluster
together, it is possible for a VANET node to utilise the
Internet links (e.g. unused WiFi/3G/LTE bandwidth) of its
neighbouring nodes to upload its sensor data. We use
multi-homing techniques to achieve this idea, as shown in
Fig. 1. However, many research issues, such as security,
incentives and scheduling, need to be resolved to realise
this architecture.
In this paper, we focus on improving the performance of

TCP when a connection is stripped over multiple wireless
links without modifying the end points. Existing solutions,
like TCP multi-home options [19] or SCTP [40], need to
either modify the TCP stack or completely change the
transport layer in the OS. Any modification of the end
points makes it difficult for deployment because of lack of
a good business model.
We design a protocol called ETOM for a multi-homed

network which consists of a sink connecting to the Internet
through multiple nearby helpers and a HA, as shown in
Fig. 1. Note that in this work we do not consider the issue
of triangular routing and load-balancing, which have
already been discussed in some previous studies of mobile
IP. When a sink wants to aggregate bandwidth from its
neighbours, it first broadcasts an invite message to all
neighbouring nodes and forms an ad hoc network with
those that sends back a join message (i.e. the helpers). If a
helper leaves the network, the sink reschedules and
retransmits the outstanding packets which can be estimated
based on the received ACKs from the HA. The sink
rebroadcasts invite message to restart a new ad hoc network
when all the helpers leave the network. The HA is located
somewhere on the Internet, and a tunnel is created between
each helper and HA. In addition, all packets travelling
between the helper and HA are IP-in-IP encapsulated.
Tunnelling through IP-in-IP encapsulation ensures that the
data segment remains unmodified before it arrives at the
receiver. All uplink traffic are first routed through the HA.
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After packets arrive at the HA, the HA decapsulates each
packet and records the source IP address of its outer header.
This is used to identify from which helper the packet
comes. Furthermore, the HA conducts network address
translation for the decapsulated packets. Therefore the
downlink traffic from the CN is first sent to the HA, and
then routed to the multi-homed sink node. ‘ETOM runs on
top of the multi-homed sink, helpers and HA, and does not
require any modification of the TCP stack at the end points,
which makes ETOM transparent to the end hosts and more
practical for real-world deployment’. In addition, by
integrating the following techniques, a reordering buffer
(RB), split connection mechanism and a scheduled
window-based transmission control (SWTC) algorithm,
ETOM does not suffer the serious performance
degradations that have been seen in prior research [22]
when facing packet loss and out-of-order packets. We
implement ETOM as two separate software modules, one
for splitting the traffic (Msplit) and the other for aggregating
it (Magg). Both modules operate on the sink and HA to
handle the uplink and downlink traffics.

7 Performance issue

In a multi-homed environment, a connection is prone to have
out-of-order packets which result in duplicate ACKs in TCP,
which causes unnecessary drops in the sending rate at the
source node and low utilisation of multiple links [41].
These out-of-order packets introduce spurious
retransmissions and unnecessary congestion window (cwnd)
reductions, which could seriously degrade the performance
of TCP traffic. In addition, regular TCP does not maintain
independent variables for each link, such as the cwnd value,
measured round-trip time and so on. The TCP source only
maintains a single cwnd value for a connection, even when
this connection is stripped over multiple links, and this
cannot properly reflect the various different conditions of
these links. Finally, different wireless access technologies,
such as 3G, LTE and so on, could have different
bandwidths and transmission delays. Sending TCP traffic in
a multi-homed environment with heterogeneous links could
result in out-of-order packets and degrade the performance
of TCP. In fact, even with the use of an RB and different
cwnd values for each link, the out-of-packets can still incur
a large queuing delay at the HA, and significantly reduce
the sending rate of the source node.

8 ETOM protocol

We propose a protocol called enhancements for TCP on a
multi-homed network (ETOM) which consists of three
components: a RB, multi-homed split connections (MSCs)
and SWTC.

8.1 Reordering buffer

A simple solution to avoid spurious retransmission and
unnecessary congestion window reductions is to deploy an
RB on the HA. Out-of-order packets are buffered at the HA
until the missing packets are received, and packets are then
sent out in order to the destination (‘note here that we do
not try to distinguish whether out-of-order packets are
because of multi-homing or caused by other network
dynamics, such as congestion or loss’). Therefore the
destination should always receive ordered packets, unless
IET Intell. Transp. Syst., pp. 1–11
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losses occur when packets pass through the links between the
HA and CN.
8.2 Multiple independent transmission control
using MSC (MITC-MSC)

Different links could have different network characteristics,
such as different bandwidths and delays. Maintaining only a
single rtt or cwnd value for multiple links is thus intuitively
unreasonable, as so we maintain independent TCP
parameters for each link used by the stripped connection.
Every uplink is split into multiple sub-connections based on
the number of links used by the stripped connection. Each
helper will maintain a separate set of TCP parameters, such
as cwnd, rtt and sequence number, for each sub-connection.
Finally, in a multi-homed environment, it is difficult to
detect packet loss based on the continuity of the sequence
numbers in the packet header, given that the data is stripped
over multiple paths. Since all packets travelling between the
helper and HA are IP-in-IP encapsulated, we put a path
sequence number in the inner IP header for each
sub-connection. The HA will be able to detect this by
observing that there is a gap in the path sequence number it
receives. When detecting a packet loss, the HA will send a
loss notification ACK (lnACK) by adopting a similar
concept to that used in the selective ACK (SACK) and the
helper will immediately retransmit the lost packet reported
by the lnACK.
Fig. 7 Simulated topology
8.3 Scheduled window-based transmission control

Even with the implementation of the RB in the HA, a large
number of out-of-order packets can still lead to a large
queuing delay in the RB and harm the performance of TCP
traffic. This situation could be exacerbated when links are
more heterogeneous in a multi-homed environment. In this
section, we describe a scheduling algorithm that can be
used to mitigate the extra queuing delay because of
reordering. The basic idea is to schedule each packet sent
out through the ‘fastest’ helper when the sink has a packet
to send. To estimate the fastest helper, we calculate the
expected duration required from transmitting a data segment
until receiving its corresponding ACK. The fastest helper is
defined as the one with the minimum expected delay. The
delay D consists of two parts: the waiting time w from now
until the packet can be injected into a particular link, and
the round-trip network delay r.
Given a packet loss probability p, based on a prior study

[42], we can estimate the expected value of delay E(D) as
in (1)

Ei(wi, ri, pi)

= ri ×
1

(1− pi)
2 − 1

(1− pi)
+ 1

( )
+ wi, ∀ path i

(1)

To estimate w, two things needs to be considered: the time (m)
to wait for all previous scheduled packets to be injected into
the link, and the time (n) to wait until the congestion
window is open (i.e. when cwnd is larger than the amount
of outstanding data), as shown in (2)

wi = mi + ni, ∀ path i (2)
IET Intell. Transp. Syst., pp. 1–11
doi: 10.1049/iet-its.2013.0015
mi can be computed by estimating the transmission delay of
all previous scheduled packets. ni is the estimated time to
wait until there is enough bandwidth to transmit the packet
(i.e. cwnd > the amount of outstanding data). In other
words, ni estimates the time needed for enough ACKs to
come back so that cwnd can be advanced to a level that is
larger than the amount of outstanding data on path i.
Finally, we use the measured rtt to estimate the network
round trip delay ri for path i. Note that the use of SWTC
does not exclude the need to have an RB, since, in practice,
perfect scheduling is difficult to achieve in a very dynamic
network environment. Furthermore, in addition the use of
multiple paths, packet reordering can be because of other
causes, such as route fluttering and router forwarding lulls
[43].
8.4 HA ACK in MSC

When out-of-order delivery occurs, ACKs are delayed
because of packet reordering, which results in queuing
delay in the HA and a reduced sending rate at the sender.
SWTC may not be able to completely eliminate the queuing
delay in the HA, because it uses only an approximation to
predict the expected delay of a path. In this section, we
propose a simple idea, called HA ACK (hACK), to mitigate
the queuing delay. The detailed procedure of hACK is as
follows. The HA will immediately send a hACK to the
helper when it receives an out-of-order packet. The helper
treats the hACK just like a normal ACK, and advances the
cwnd accordingly. The trick here is that we create a
secondary retransmission queue for each path. When the
helper receives a hACK, it moves the corresponding data
segment in the main retransmission queue to the secondary
retransmission queue. Moving data segments to the
secondary retransmission queue effectively reduces the size
of outstanding data, which enables the helper to send more
data.
9 Performance evaluation

We evaluate the performance of ETOM in NS-2 based on the
topology shown in Fig. 7. We run the file transfer protocol
(FTP) application in the sink node. Since worldwide
interoperability for microwave access (WiMAX) is now
widely applied, we assume that the helper is connected to
the Internet through a WiMAX link. The bandwidth and
delay of the wired links are set to 100 Mbps and 1 ms. We
simulate WiMAX by setting the bandwidth of the wireless
links to 5392.8 kbps, which is the theoretical value of
WiMAX for a 10 ms frame duration and 3.5 MHz channel
7
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bandwidth. The average delay of WiMAX links is set to 14
ms, based on a real-world measurement study we conducted
previously [44].

9.1 Evaluation of MITC using MSC

Using the RB alone cannot solve the problem of packet loss,
as it cannot detect on which path the loss has occurred. In
addition, maintaining a single cwnd will lead to an
inappropriate congestion window update. As shown in
Fig. 8a, when using only the RB, the throughput drops
quickly as the loss rate increases. In addition, the lost data
segments mean that several segments are buffered in the
HA, and thus the sending rate of source node is reduced,
because the ACK segment arrival of those data segments is
delayed. With the help of MITC-MSC, the performance can
be improved dramatically, as shown in Fig. 8a.
However, we find that, as shown in Fig. 8b, the

performance MITC-MSC degrades quickly as links become
more heterogeneous. As described previously,
heterogeneous links tend to lead to out-of-order delivery
and queuing delays in the HA. Given that in MITC-MSC
each path maintains an MITC, as links become more
heterogeneous, the queuing delay might become larger than
the retransmission timeout (RTO) of some paths. As a
result, when their RTO timers expire, the sink will reduce
the cwnd of those paths to one. To make things worst,
paths which have smaller RTOs are more likely to suffer
Fig. 8 Performance of ETOM against CMT-SCTP

a Comparison of throughput for different loss rates with normal distribution
b Comparison of throughput when links are heterogeneous
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such reductions in cwnd, and these paths are typically the
‘faster’ ones (e.g. those with a larger bandwidth or a shorter
propagation delay). Note that, although CMT-SCTP also
maintains independent states for each path, its performance
degradation is not as serious as that of MITC-MSC when
links become more heterogeneous. This is because, in
CMT-SCTP, the receiver can use SACK with a gap report
to inform the sender when out-of-order delivery occurs, so
that the sender can continue advancing the cwnd to send
more packets [24].
Surprisingly, we find that RB outperforms RB +

MITC-MSC when links are heterogeneous (assuming there
is no loss). This is because maintaining a single rtt typically
results in a larger RTO as compared with when there is an
independent rtt for each path. The following example
illustrates this. Assuming that we have two paths, path 1
and path 2, and the transmission delays are 3 and 1 ms for
these, respectively. The propagation delay for both paths is
1 ms. We send five packets over these two paths. Packets 1,
3 and 4 are sent through path 1, and packets 2 and 5 are
sent through path 2. Now let us compare the smoothed rtt
when the ACK of packet 5 is received. The smoothed rtt
will be 4.91 when RB is used, and 3 when RB +
MITC-MSC is used (because of space limitations, we do
not describe the details of computing smoothed rtt [45]
here). Given that RTO is computed based on smoothed rtt,
a larger rtt will lead to a larger RTO.
9.2 Evaluation of SWTC

Out-of-order packets could create queuing delays in the HA,
and these might increase as the links become more
heterogeneous, as shown in Fig. 9, for CMT-SCTP and
MITC-MSC. A long queue in the HA because of
out-of-order delivery will increase the end-to-end delay and
create jitter at the CN. As shown in previous study [46], the
performance of streaming and gaming applications is very
sensitive to delay and jitter. In addition, a large queuing
delay results in bursty traffic from the HA to the CN, and
this is prone to packet loss when the available bandwidth is
reduced [47]. As shown in Fig. 9, we find that, with the
help of SWTC, we can effectively reduce the queuing delay
that is because of out-of-order delivery. Fig. 10 shows that
the instantaneous throughput using SWTC is more stable
than that without SWTC.
Fig. 9 Average queuing delay in HA when links are heterogeneous

IET Intell. Transp. Syst., pp. 1–11
doi: 10.1049/iet-its.2013.0015



Fig. 10 Instantaneous throughput from HA to destination

Fig. 11 Comparison of throughput for different bandwidth change
intervals

Fig. 12 Comparison of throughput for different buffer sizes
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9.3 Evaluation of HA ACK in MSC

Two designs in hACK can quickly adapt the sending rate of
the sender to the condition of links in a multi-homed
environment. First, the excessive queuing delay at the HA
(which leads to the reduced sending rate at the sender) can
be mitigated if the HA replies to a hACK immediately
when receiving out-of-order packets. Second, moving
hACKed data segments from the main retransmission queue
to a secondary retransmission queue allows the sender to
reduce the size of outstanding data and advance the cwnd.
Furthermore, hACK is useful when losses occur, since
packet loss often leads to out-of-order packets in a
multi-homed environment. With the help of hACK, the
performance of TCP can be greatly improved, as shown in
Fig. 8. The protocol presented in this paper performs
slightly better than CMT-SCTP when the loss rate
increases, as it adopts an aggressive retransmission strategy
through the use of lnACK, as described in Section 8.2. In
CMT-SCTP, a lost chunk cannot be retransmitted until
three duplicate ACKs are received. In the case of no loss
with only out-of-order delivery, the performances of our
protocol and CMT-SCTP are similar. However, the
throughput of CMT-SCTP is slightly better, because it has
a smaller packet header size [48].

9.4 Protocol evaluation in the presence of network
dynamics

The results from the simulation experiments show that our
protocol performs reasonably well in a relatively static
environment. However, as shown in previous studies [49],
many factors that apply in the real world, such as changes
in bandwidth and packet losses, affect TCP performance. In
this section, we further evaluate the performance of our
protocol for the following scenarios: bandwidth fluctuation,
limited buffer size and bursty loss. Network bandwidth
could fluctuate over time with changes in link quality or
when cross traffic occurs. To simulate this effect, we
periodically change the ratio of bandwidth between two
paths (selected between 0.2 and 1) in our experiments. As
shown in Fig. 11, our protocol performs slightly worst than
CMT-SCTP because the bandwidth estimation algorithm we
adopt from TCP westwood [50] cannot converge in time.
Our bandwidth estimation algorithm is based on a low-pass
filter function by averaging several ACK samples when
they arrive. However, when the network bandwidth changes
rapidly, there will not be a sufficient number of samples
IET Intell. Transp. Syst., pp. 1–11
doi: 10.1049/iet-its.2013.0015
that can be used for the bandwidth estimation [50]. We
consider this as one direction for improvements that we will
explore in our future work.
In our previous scenario, for simplicity, we assumed that

HA has an infinite RB size, which is obviously impractical
in reality. In practice, once the buffer is full, the TCP
transmission will be blocked until the buffer space becomes
available. Fig. 12 shows the corresponding throughput for
different buffer sizes. The bandwidth ratio of two paths is
set to 0.2 to produce out-of-order packets to consume the
RB in the HA. For the given network topology, we observe
that our protocol only needs < 20 KB buffer space to store
the out-of-order packets, as SWTC is able to efficiently
reduce the number of these. On the other hand, CMT-SCTP
will require more than 500 KB buffer space to avoid packet
drops, since it employs a simple first in, first out (FIFO)-
based scheduling process.
One previous study has shown that packet loss is generally

bursty in a wireless network [51]. To simulate this, we
employ a two-state Markov error model which has
error-free and erroneous states. We assume that the
persistence of each state in time follows the exponential
distribution [52]. We set the mean of the error-free state to
1 s and vary the mean of the erroneous state from 0.2 to 1 s.
9
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As shown in Fig. 13, our protocol benefits significantly from
its aggressive retransmission strategy when bursty loss
occurs. Again, as discussed previously, the CMT-SCTP
sender cannot distinguish whether a transmitted chunk is
lost or if it is temporarily held in the RB. The SCTP sender
can thus only retransmit the lost chunk after obtaining
sufficient information from SACKs, which results in the
degradation of the throughput.
10 Conclusions and future work

In this paper, we discuss the effects of preferred route and
other parameters on the formation of vehicle clusters.
Furthermore, inspired by the observation that the existence
of such clusters provides an opportunity to share Internet
bandwidth among neighbouring cars, we discuss an
application that allows a car to utilise the unused Internet
links of neighbouring nodes in the same cluster. In our
future work, we plan to examine how other driving
behaviours, such as lane changing, car following and
intersection behaviour, affect the results of vehicular
simulations. In addition, we have implemented ETOM on a
small testbed in our lab using three android-based
smartphones. The results show that, for simple FTP traffic,
the throughput can be increased by up to 86%. We plan to
undertake more extensive evaluations of its performance
and identify its limitations in a real-world environment, and
the results of this will also be reported in future work.
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